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Announcements

« Homework 1 released, due Oct 13 11:59pm
« Reading 2 will go out later this week with submissions + presentation Oct 14
« Work on projects, next checkpoint is midterm report + presentation Oct 28
« Processed datasets, ran baselines, done error analysis, better proposed idea

« Bottom—up research. At the same time, continue top-down ideation from
readings and literature review.
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Today’s Lecture

« Harness components, including skills, tools, memory, agent loops
« Memory and memory evolution

« Tools, skills, and their evolution

« Guest speaker: Recursive Language Models and harness evolution
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Recap: Context Evolution

Context: Everything the model reads before generating the next token

types uses

3

developer system prompt instructions | Inform new information

A

tool definitions

r \
| examples | memory
P & )

Steer instructions, role, format
user . user message |
] Demonstrate examples
i Wi "\
environment files search results ] [ tool output
P S -
. . Compute thinking step by step
the model its own thoughts and actions |
Correct feedback from the last attempt

LLMs can be used to automatically optimize context, through search/optimization
over prompts/text/modules.
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Recap: Context Evolution

LLMs can also evolve its own context (i.e., solution space) to solve open-ended problems
(e.g., NP-hard optimization problems, coding, scientific discovery).

p" = arg max score(p)

population = initialize programs() select
evaluate(population) //f/,f”“’
for generation in range(budget): )
. retain population vary
parents = select(population)

children vary(parents) # mutation / crossover
evaluate(children)

population = retain(population, children) evaluate




Agents as Model + Harness

Harness: Code around the model Context —

. Prompt, memory, retrieved information
that manages its context and P Y
execution flow to complete tasks l

Control
Planning, routing, multi-agent orchestration

,

Action
Tools, skills, RAG, APIs, environments

!

Evaluation
Verification, safety, human feedback

.

Evolution

Reflection, update, learning .
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Glossary of what is Stored in Harness

Eg. In a coding agent harness

Episode/trajectory: state, action, next state, next action (e.g., good debugging examples)
Feedback: rewards, critiques, human preferences (e.g., user prioritizes clean code)
Facts: semantic knowledge (e.g., sorting function has certain complexity)

Tools: task-specific atomic (external) action (e.g., running python interpreter)

Skills: task-agnostic reusable procedure (e.g., use gdb to debug)

Artifacts: generated pr optimized outputs (e.g., generated code)

Plans: decomposed tasks and sub-goals (e.g., read requirements, write, modularize)
Experience: often used vaguely, encompasses trajectories, feedback, skills
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Harness Part 1: Memory

Definition of memory: Persistent state of an agent harness that stores information
beyond the current context, enabling long-range and cumulative learning.

- Memory is part of
context and harness

- Memory decides what
to go into context

- Memory management
is job of the harness

memory
v '
short-term long-term
Senso workin L -
0 9 implicit explicit
raw input what you hold right now
<1s ~20 5 - ~4 items ‘
the streak a sparkler holding a phone number 1 1
leaves in the air while you dial it

procedural semantic episodic

ri

how to do things

years - lifetime

ding a
say how

bk

2] You cannot
you just can

facts, no when or where events: when, where

years - lifetime hours - years, fades

Paris is the capital
of France

the day you first walked
into this building



Overview of Memory

What is stored
A

feedback

skills

trajectories

How it’s semantic facts
represented il » Where it’s stored
representations multimodal structured text parameters context external
retrieve
adapt
compose

transfer . I I I _
vy Howiit’s reused | | multisensory
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External Memory Systems

Reads and writes are function calls by the agent.

February 7

How was your day today?

fun my bf james baked me a birthday cake

s

Oh wow, happy birthday! **

System Alert: Memory Pressure

working_context.append(“Birthday is February 7")

working_context.append(“Boyfriend named James”)

Figure 1. MemGPT (left) writes data to persistent memory after
it receives a system alert about limited context space.

[Packer et al., MemGPT: Towards LLMs as Operating Systems. arXiv 2024]

February 7

Did you do anything else to celebrate your birthday? ‘<

yeah we went to six flags!

recall_storage.search(“six flags”)

24] “lol yeah six flags”,
“i love six flags been like 100 times”,
“james and | actually first met at six flags”

Did you go with James? It's so cute how both met there!

Figure 2. MemGPT (left) can search out-of-context data to bring
relevant information into the current context window.
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External Memory Systems

Reads and writes are function calls by the agent.

LLLLM Finite Context Window (e.g. 8k tokens)

A

r
Prompt Tokens
Read-Only (static) Read-Write
MemGPT System Prompt Write via Functions

Read-Write
Write via Queue Manager

T 1

Archival Storage Function Executor H Queue Manager

Read via Functions
Write via Functions

[Packer et al., MemGPT: Towards LLMs as Operating Systems. arXiv 2024]

Completion Tokens

Recall Storage

Read via Functions

Write via Queue Manager

H
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External Memory Systems

Memory is structured as a graph, converting messages into entity and relation triplets.
Structured representations often used to represent knowledge, databases, symbolic states.

Extraction Phase Update Phase

LLM LLM

triplets

Relations Generator Conflict Detector Update Resolver

Messages

S/

o

Search existing
nodes

Entity Extractor

/ v

Update graph

& 9 [

%
Graph Memories Ro¥ memO

I I I multisensory
[Chhikara et al.,, MemO: Building Production-Ready Al Agents with Scalable Long-Term Memory. ECAI 2025] intelligence
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External Memory Systems

Add, update, delete, noop functions on memory

update memories

fetch summary & past messages

Summary
Generator o
fetch similar memories

Update Phase

A

Yy

Extraction Phase

Top ‘s’ similar

Messages
Summary
memories

O o .
Last m messages

LLM

New extracted
memories

Figure 2: Architectural overview of the MemO system showing extraction and update phase. The extraction phase
processes messages and historical context to create new memories. The update phase evaluates these extracted
memories against similar existing ones, applying appropriate operations through a Tool Call mechanism. The database

serves as the central repository, providing context for processing and storing updated memories.

[Chhikara et al.,, MemO: Building Production-Ready Al Agents with Scalable Long-Term Memory. ECAI 2025]
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Memory in |nterna| Context https://github.com/MIT-MI/MEM1

Key problem: Growing reasoning context introduces
complexity and forgetting challenges.

Proposal: Introduce an internal state that integrates
reasoning and memory. At each step, the model

updates this internal state and discards all previous
information.

Context Length

Existing Reasoning Agents

Advantages:
1. Enable near-constant memory
2. Support end-to-end optimization

Context Length

MEM1 Agent

Total Tokens Generated

iStep1: Step 2 ESKep3E Step 4 Step5 |

I I I multisensory
[Zhou et al., Learning to Synergize Memory and Reasoning for Efficient Long-Horizon Agents. ICLR 2026] intelligence
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MEM1 for Context Evolution https://github.com/MIT-MI/MEM1

Rollout
g I
[ Environment

Query 4 | Observation
Task (Action) (Info)
N

e
l.\% Actor Model )

M Internal ;tal:e (15) __/‘
;u';; Ques Intemal State (t-1) | Query (t-1) [ Info (t-1) Intemal State (t)  Query (t)

Consolidated into Key idea: Memory Consolidation
. e Stn(t) | Query (1) - MEM?1 keeps context size constant by
compressing past knowledge into the
At each turn, MEM1 generates latest Internal State.
internal state + action or internal - Only the latest internal state, query, and

Tumn

| state + answer info are in memory.

: Context : Generated Tokens : External Tokens

I I I multisensory
[Zhou et al., Learning to Synergize Memory and Reasoning for Efficient Long-Horizon Agents. ICLR 2026] intelligence
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MEM1 for Context Evolution https://github.com/MIT-MI/MEM1

Rollout
f[ I

Environment

Query 4 | Observation
Task (Action) (Infa)

"fAt Hdlx‘
\_Actor Model )

N Internal ;tal:e (15) __/’
?,IU-’,I'J‘ Ques Intemal State (t-1) | Query (t-1) [ Info (t-1) Intemal State (t)  Query (t)

Consolidated into Key idea: Memory Consolidation

- MEM?1 keeps context size constant by
compressing past knowledge into the
latest Internal State.

, - Only the latest internal state, query, and

wn | Remove previous contexts when info are in memory.
next internal state is generated

Ques Internal State (f]  Query (t)

Previous context removed

Ques  Internal State () Query [t)

I I I multisensory
[Zhou et al., Learning to Synergize Memory and Reasoning for Efficient Long-Horizon Agents. ICLR 2026] intelligence
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MEM1 for Context Evolution

Rollout /Reward Assignment

r[ N | N

Environment

[ Exact Match ]
Query 4 | Observation

-
"\L Actor Hﬂ)" [ F1Score ] \
\_ Internal ;tal:e (15 J b g

L ) 4

https://github.com/MIT-MI/MEM1

\
We use answer to calculate the
49 Ques. toters Stato(t-1) Query () | Info (1) e State () Query () outcome reward for each rollout
Y trajectory
Ques Internal State (f]  Query (t) K /
Ques Intomal State[t)  Query () Info(t)  CCLInfolt om 2 ways to use MEM1:
. 1. Direct prompting/in-context learning
¥
T Ques lInemeStte(t) Query ()

INF0 (1) loteenss State (141) Query (t+1) 2. Use reward to train model to compress

: Context : Generated Tokens : External Tokens

I I I multisensory
[Zhou et al., Learning to Synergize Memory and Reasoning for Efficient Long-Horizon Agents. ICLR 2026] intelligence
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MEM1 Results: MUltIHOpQA https://github.com/MIT-MI/MEM1

-2.00
5000 1
- 1.75
4000 = 1.50
;' e
5
c 1.25 3
Q
-\é 3000 o
> 1.00 g
§ =
a te]
2000 0.75 8
w
-0.50
1000 —
-0.00
0 J

Number of Objectives

~o- Qwen2.5-7B-Instruct (A-Mem) (Exact Match) —#— DeepResearcher-7B (Exact Match) £50 Qwen2.5-14B-Instruct (Peak Token)
-8 Qwen2.5-7B-Instruct (Exact Match) -@®- MEM1-7B (Exact Match) 858 Search-R1-7B (Peak Token)

~o— Qwen2.5-14B-Instruct (Exact Match) B8 Qwen2.5-7B-Instruct (A-Mem) (Peak Token) EB== DeepResearcher-7B (Peak Token)
~&- Search-R1-7B (Exact Match) I Qwen2.5-7B-Instruct (Peak Token) EEE MEM1-7B (Peak Token)

When # Questions > -> Performance : Baseline Methods {,; MEM1
Context : Baseline Methods 1~; MEM1 —

[Zhou et al., Learning to Synergize Memory and Reasoning for Efficient Long-Horizon Agents. ICLR 2026]



MemOry Behavior https://github.com/MIT-MI/MEM1

Q~, MEM1 learns to store key extracted info about each question separately

/IVIEMI: \

According to the provided information:

- They had 9 World Series appearances in Brooklyn.

- They have had 11 World Series appearances in Los Angeles.
Therefore, .... Now, to answer the second question, ...

From the provided information:
- The show originally ran on ABC from 2011 to 2017 for six seasons...

- /

I I I multisensory
[Zhou et al., Learning to Synergize Memory and Reasoning for Efficient Long-Horizon Agents. ICLR 2026] intelligence



Memory BEhaViOr https://github.com/MIT-MI/MEM1

Q MEM1 explicitly updates its memory before moving on to the next question

/[Omitted History] \

Env: [Search Results]

MEM1.: : After searching for the information, we found out that Beniamino
Di Giacomo was born in Porto Recanati. Now we can add this information
to our cumulative summary: Beniamino Di Giacomo was born in Porto
Recanati. To answer the second question, 'In what city was Tim Alexander
born?', we need to perform a web search...

N /

[Zhou et al., Learning to Synergize Memory and Reasoning for Efficient Long-Horizon Agents. ICLR 2026]

H

multisensory
intelligence



Memory BEhaViOr https://github.com/MIT-MI/MEM1
Q MEM1 learns to skip one question after several searches without finding useful
information.

~

MEM1: Unfortunately, based on the information provided in the
documents, | am unable to determine the name of the hotel designed by
Veldon Simpson that was the largest in the world upon opening. Moving on

to the second question, ...

- J

I I Imulti_sensory
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[Zhou et al., Learning to Synergize Memory and Reasoning for Efficient Long-Horizon Agents. ICLR 2026]



Turning Memory into Useful Experience

Trajectories stored in short-term memory Agent
Self-reflected experience in long-term memory

External feedback (

| Self-reflection (LM)
] . Intemnal Reflective
Model context is updated based on retrieval eodback text
from memory
[ Evaluator (LM) } Experience
(long-term memory)

Combination of context + memory evolution

= Trajectory ‘ A
(short-term memory) Actor (LM) )

—QObs / Reward — Environment -~— Action ——

[Shinn et al., Reflexion: Language Agents with Verbal Reinforcement Learning. NeurlIPS 2023]



Turning Memory into Useful Experience

,_______l 1. Decision making ]

( 3. Reasoning

You are in the middle of a room

[ 2. Programming ]

Task: You are given a list of two

l )l

Task: What profession does John

(a) Task [...] Task: clean some pan and put strings [...] of open '(' or close Lanchester and Alan Dean Foster
it in countertop. ') ' parentheses only [...] have in common?
l [...] def match parens(lst): Think: [...] novelist, Jjournalist,
(b) Action:take panl from stoveburnerl if sl.count (' (') + critic [...] novelist,

Trajectory | Obs:Nothing happens. [...] s2.count (' (') == sl.count(')') + screenwriter [...] common is
Action:clean panl with sinkbasinl s2.count(")"): [...] novelist and screenwriter.
Obs:Nothing happens. [...] return 'No' Action: “novelist, screenwriter”

(€)
Evaluation Rule/IM Heuristic: Self-generated unit tests fail: Environment Binary Reward:

Hallucination.

assert match parens(...)

0

(internal / external)

v

(d)

[...] tried to pick up the pan in
stoveburner 1 [...] but the pan

[...] wrong because it only checks
if the total count of open and
close parentheses is equal [...]

[[...] failed because I incorrectly |
assumed that they both had the
same multiple professions [...]

Reflection | yas not in stoveburner 1 accurately identifying their
;- order of the parentheses [...] ) . LT
_professions.
l [...] Action: take pan 1 from [ ] Think: [...] So the profession
(e) Next stoveburner 2 T ; John Lanchester and Alan Dean
i [ ] Obs: You put the pan 1 in return 'Yes' 1f check(Sl) or Foster have in common is novelist
Trajectory T ) P P check (S2) else 'No' :

countertop 1.

Action: “novelist”

Figure 1: Reflexion works on decision-making 4.1, programming 4.3, and reasoning 4.2 tasks.

multisensory
[Shinn et al., Reflexion: Language Agents with Verbal Reinforcement Learning. NeurlIPS 2023] I intelligence



Turning Memory into Useful Experience

Building on Reflexion: trajectories into
STM, reflections into LTM.

Adds feedback into memory: whether the
experience was useful or not.

Trajectories, experience, feedback similar
to the task given as few-shot examples.

[Zhao et al., Expel: LLM Agents are Experiential Learners. AAAI 2024]

Tack N Tack M g j
a Task 1 ® é Task1 D E i
: 2, © | - §v
:_J g % — > (0 —)\L b@
B 7@ Rt

Evaluation

Training

Q

Sampled

I
: ' U],] : Task I
- 5’
/ E T Insight s ? | a 7 . Saving ®
— . \ ra]ec(o”es

Guidance g s | NSomwENSysyea—m—"
Task Space 7 Tr

Experience

Gathering @
Experience

Y —— e

Experience Insight
Pool Extraction
o o i B
@ 9 G ¢ @ ‘|;|
E Experience EJ @ ( _—

Pool
QO Training phase @ Evaluation phase E Available Actions
' ) @ Upvote (D Edit
Experience Insights H (® Downvote (¥ Add
Gathering Extraction H

Figure 1: ExpeL Agent Overview. Left: ExpeL operates in three stages: (1) Collection of success and failure experiences into
a pool. (2) Extraction/abstraction of cross-task knowledge from these experiences. (3) Application of the gained insights and
recall of past successes in evaluation tasks. Right: (A) Illustrates the experience gathering process via Reflexion (: ¢

}), enabling task reattempt after self-reflection on failures. (B) Illustrates the insight extraction step. When presented w1th
success/fallure pairs or a list of L successes, the agent dynamically modifies an existing list of insights ¢ using operations ADD,
UPVOTE, DOWNVOTE, and EDIT. This process has an emphasis on extracting prevalent failure patterns or best practices.
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$25 . __________________________________________________________________________
Context Language Models

Wrapping up our discussion of context, memory, and harnesses, Context Language Models natively manage
their own context by treating context as a file and allowing models to make unrestricted edits to this file.

Context Language Models (CLMs) generalize the append-only context transition of a standard LM to a
model-controlled context transition. Standard LMs append model output to the current context:

Ct+1 = Ct EBfg”M(Ct): (1)

where @ denotes concatenation. In contrast, CLMs delegate full responsibility for maintaining the context to
the CLM itself, directly creating the next context:

crv1 = foM(er), (2)

Context-as-a-file implementation: LM’s live context as a directly editable file with path provided in system prompt. LM
edits this file using Bash commandes, just like other files. Edits to context file are synchronized with the LM’s context.

Multi-agent extensions: multiple context files can coexist and remain synchronized with their respective LLMs agents.
Subagents can be initialized and terminated by creating and deleting additional context files.

[Shao et al., Context Language Models. arXiv 2026]



Context Language Models

Wrapping up our discussion of context, memory, and harnesses, Context Language Models natively manage
their own context by treating context as a file and allowing models to make unrestricted edits to this file.

Ct

f QCLM Ct+1

Context Language Models

any function of the context

context as a file context as a file

(A) QUALITATIVE EXAMPLES (B) ZERO-SHOT APPLICATION (C) LEARN IN CONTEXT (D) LEARN IN WEIGHTS
Writes loops to prune results BrowseComp-Plus, 32K peak cix Steer in context Advantage for stepwise GRPO
n . Ower B CLM “Compact to 4k tokens
for t in turns: =60 ® - once you reach Y tokens.”
if irrelevant(t): £ P o S ] 30.9k .
t = "No relevant results." 340 RLM PR Summaroy i e A= 4™ + Wef X Aie"
3 Shace ~ 7 self-Compact ~ MEM1 £ 24k {
%20 as.::\CM S 16.0k instructed ; tas:( ﬁ_st_.lccess;jgatetd
s . O o { aavantage elficiency aavantage
Defines and reuses functions , . ; . g ek : :
2 4 6 8 16k 24k 32k
def process_turns(s): .. Prefix-reuse PFLOPs / question Instructed threshold Y
step 109 process_turns(s) SoftwareWorld, 24hr agent swarm Evolve in context BrowseComp-Plus, Qwen3.5-9B
step 142 process_turns(s) a T o ELM swarm O start Pareto frontier before RL @ after RL
= 3 1.04x% 1.044x 9 earlier e— ater
o _ 2100 425 182 .,
v Summary swarn Z . . .
Tracks subagents in context 2 1.02% ® 1 2 - 28.8
= 3 50 CJ
## STATE z Loox 2 e o)
BEST SO FAR ©.9992 =5 0 : .
. . 0 10 20 30 40 3.6 4.0
G 2w e Active hours PFLOPs / task Acc. (%)t  PFLOPs/Q |

[Shao et al., Context Language Models. arXiv 2026]



Context Language Models

(a) CLM builds in-context scoreboards and trackers to orchestrate and
monitor subagents with in-place editing.

## STATE — Erdds Minimum Overlap Problem (compact)
LEDGER TOP: 0.9992491 ...

AGENTS: 21 launched, 5 currently running ...

KEY FILES: /workspace/subctx__4/h_best_final.npy ...
FINDINGS: All methods plateau at 0.381157 ...

Erdés minimum overlap, step 455

#+# ORCHESTRATOR STATE (compact)
Budget: 7/100 used. All 5 slots BUSY (subctx_0..4 ...
Dead ends: simple grid(0.822), hexagonal(0.9977) ...
Next: score my own candidates while workers run ...

Circle packing N = 26, steps 194, 198

(c) CLM writes for loops to remove past irrelevant search results or
compact overly long outputs when creating a new view.

for t in turns[1:]:
Searched: {m.group(1).strip
< ()}. No relevant results.

BrowseComp-Plus, step 1509

while i < len(lines):
len(body) > 500
"becp_search’ in body
[Searched: {query}]
"bep_get_document’ in body
[Retrieved doc {docid}]

BrowseComp-Plus, step 13

[Shao et al., Context Language Models. arXiv 2026]

(b) CLM creates a new role alongside the original template roles for its
own internal notes.

\\[CTX_TURN 4 .x?(?=\[\[CTX_TURN 16)
role=notes

BrowseComp-Plus, step 40

(d) CLM defines and reuses a function to conveniently compact old
results with a reference to its maintained note.

[Search progress: VERIFIED ... NEXT: ...]
progress

def compact__turns(text):
m.group(0).split("\n’)[0]
[search results - see progress note]
s = compact_turns(s)

BrowseComp-Plus, step 109

(e) CLM reproduces effective behaviors from existing baselines, pre-
serving important facts and future TODOs in the summary.

\N\ICTX_TURN 2.*
[SUMMARY: ... Kader Asmal Excellence Award
launched 2011 by Mrs A Motshekga ...]

BrowseComp-Plus, step 20

[EXPLORATION LEDGER - 86 scored attempts ...
Best score: 0.9931 (sum_radii=2.6177) from ...
UNTRIED IDEAS (priority order):
1. Gradient clipping norm=1.0 with 12k steps
2. Try lam=2200+uniform(0,2800) with 12k steps ...

Circle packing N = 26, step 332



.28 _____________________________________________________________________________
Context Language Models

First experiments: zero-shot usage of CLMs

(a) BrowseComp-Plus (b) TerminalBench 2.1 (c) TBLite Table 1 CLMs outperform specialized OpenEvolve
(avg. context 97K) (avg. context 47K) (avg. context 33K) evolutionary workflows on mathematical optimization
~ = | 1 | CM roblems. Best-of-run scores with Claude 4.6 Son-
e 75 CLM ® P .
< @Summary |  CLM Summary | gy %Summary net and a 32K context limit, capped at 100 scored
%? 50 - © 1 o-® © f%(;M {  Base Self-Compact attempts or five hours. Arrows indicate the direc-
5 RIM 5" MEM1 © Self-Compact 0 RLM 0 MEM1 tion of improvement; OE stands for OpenEvolve
{% 254 8Base Self-Compact 1 % RLM - and SA for subagents.
© acMm MEM1
' ' ' ' ' ' ' ' Circle Heilbronn Min-max/ Erdds
25 50 75 25 50 75 - 3 Method packing (T) (T) min-dist (T) overlap (|)
Prefix-reuse PFLOPs / question
OE 2541 0.03127 0.07690  0.38123
Figure 5 CLMs perform better than action-based and harness-defined OE-Agent 2525  0.03053 0.07724  0.38167
baselines at lower cost on coding and deep research tasks. All methods CLM 2.618 0.03653 0.07758 0.38094

use Qwen3.6-27B with a 32K context limit and a 100-turn cap. Blue CLM (SA) 2636 0.03617 0.07758 0.38109
dashed lines indicate the Pareto frontier.

[Shao et al., Context Language Models. arXiv 2026]



L2 __________________________________________________________________________
Context Language Models

Second experiments: fine-tuning CLMs via in-context learning, context evolution, or reinforcement learning

In-context instructions: Ci+1 = fé:LM(Ct;S).

“Compact to 4k tokens “Compact at “Back up on disk
once you reach Y tokens.” sub-question boundaries.” before you compact.”
: (a0) -
40k - - window —3 1.0 Bl full backup
ettt -93 0.8 - 0.77 U .

c 3t S 0.8 partial backup
S 30.9k i o
= Q «© +0.09
0 32k E E 0.6 - 0.88 within 2 turns >,
4] O 6 -
Q. e 'E 10 within 2 turns - :
£ o 5 I
o 3} <
S 24k =k T 0.4 -
) < - (&) 0.68
2 o * o
& "0k g SO o

16k - == 1o instruction r.‘8 i

@ instructed G !
T T T . T T 1 m 0.0 0 90
16k 24k 32k -4 0 4 8 12 no instructed
instruction

Instructed threshold Y  Turns after a sub-question boundary

[Shao et al., Context Language Models. arXiv 2026]



Context Language Models

Second experiments: fine-tuning CLMs via in-context learning, context evolution, or reinforcement learning

Context evolution: s* = argmaxE,.p [R(t(x;s))] Reinforcement learning:
S
(reward is mix of task outcome and cache efficiency)

O start (no instruction) final Pareto frontier
earlier lll later (assisted) earlier | WM later (self)
Assisted evolution Self-evolution
100 - 100 - Method Acc.(%)T PFLOPs/Q|
— [ ] ~—
2 - 2 e
= J = Summary 34.7 —42.1 4.01 - 219
9 o 9
g s P R 5 CLM 28.8 — 425 152 — 134
|9 a |9
< ) ® o <
0 - 90 -
3.6 4.0 068 072 0.76
PFLOPs / task USD / task

[Shao et al., Context Language Models. arXiv 2026]



Summary of Memory

What is stored
A

feedback ExpL

skills

trajectories
MEM1 MemGPT

semantic facts

» Where it’s stored

text parameters context external
structured CLM MemO
multimodal
representations
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Harness Part 2: Tools and Skills

Definition of tools: A task-specific atomic action that the agent can execute.
e.g., searching for a specific paper from a database and retrieving into context.

Definition of skills: A task-agnostic reusable procedure that an agent learns as part
of completing a task. Often combines reasoning and multiple tool calls.

e.g., how to do a comprehensive search, clustering themes, writing a summary.

I I I!'nulti_aensurr
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Tool Use

Category Example Tools

sql_executor(query: str) -> answer: any

Knowledge access search _engine(query: str) -> document: str
retriever(query: str) -> document: str

calculator (formula: str) -> value: int | float

i Computation activities python_interpreter(program: str) -> result: any
worksheet.insert _row(row: list, index: int) -> None

get _weather(city name: str) -> weather: str
get_location(ip: str) -> location: str
calendar.fetch events(date: str) -> events: list
email.verify(address: str) -> result: bool

&2 Interaction w/ the world

cat_image.delete(image_id: str) -> None

B Non-textual modalities spotify.playmusic(name: str) -> None
visual gqa(query: str, image: Image) -> answer: str

QA(question: str) -> answer: str

& Special-skilled LMs translation(text: str, language: str) -> text: str

I I I multisensory
[Wang et al., What are Tools Anyway? A Survey from the Language Model Perspective. arXiv 2024] intelligence



Tool Use

Code is a meta-tool: code composes control flow, libraries, functions, and
multiple operations in one action.

build-in functions — tools

Q: The bakers baked 200 loaves of bread ...
How many loaves of bread did they have left?

The bakers started with 200 loaves. They

LM sold 93 in the morning ...The answer is 62.

loaves_baked, loaves_returned = 200, 6
sold_morning, sold_afternoon = 93, 39
answer = loaves_baked - loaves_sold_morning
- loaves_sold_afternoon + loaves_returned

CodelLM

external libraries — tools

Q: The table shows how many... What is the
max number of vacation days across years?

Year 2013 2014 2015
Vacation days | 23 18 11

import pandas as pd

df = pd.DataFrame({"Year": [2013, 2014, 2015],
“Vacation days”: [23, 18, 11]})

max_days = df[“Vacation days”].max()

CodelLM

[Wang et al., What are Tools Anyway? A Survey from the Language Model Perspective. arXiv 2024]

utility functions — tools

Q: Who is wearing the dress?

dress_box = locate_objects(image, “dress”)
dress_region = crop_region(image, dress_box)
answer = visual_ga(dress_region,
question="Who is wearing the dress?”)

CodelLM

I I Imulti_sensurr
intelligence



Tool Calls via Code

Instruction: Determine the most cost-effective country to purchase the Available APIs [3]estimate_final_price(converted_ price: float, shipping_cost: float) - > float
smartphone model "CodeAct 1". The countries to consider are the USA, [1] lookup_ rates(country: str) -> (float, float) [#4]lookup_phone_ price(model: str, country: str) -> float
Japan, Germany, and India. [2] convert__and_ tax(price: float, exchange_rate: float, tax_ rate: float) - > float [5] estimate_shipping_cost(destination_ country: str) -> float
LLM Agent using [Text/JSON] as Action CodeAct: LLM Agent using [Code] as Action
éﬁ Think I should calculate the phone price in USD for each country, then find the é’ Think I should calculate the phone price in USD for each country, then find the

most cost-effective country. most cost-effective country.

Text: lookup_rates, Germany

[-e- =]
Action e . - o .
JSON: {"tool": "lookup_rates", “country": "Germany"} Action countries

= ['UsA", 'Japan', ‘'Germany', 'India'] Control & Data Flow of Code

@ Environment 1.1, 8.19 Final_prices = {} Simplifies Complex Operations

for country in countries:
=] . Text: lookup_phone_price, CodeAct 1, Germany exchange_rate, tax_rate = lookup_rates(country)
</>| Action > local_price = lookup_phone_price("xAct 1", country)
converted_price = convert_and_tax(

JSON: {"tool": "lookup_phone_price"”, "model": "CodeAct 1", "country": "Germany"}

@ Environment 780 Fewer Actions Required! local_price, exchange_rate, tax_rate
shipping_cost = estimate_shipping_cost(country)
Action Text: convert_and_tax, 766, 1.1, 8.19 final_price = estimate_final_price(converted_price, shipping_cost)
JSON: {"tool": "convert_and_tax", "price": 788, "exchange_rate": 1.1, "tax_rate": 8.19} final_prices[country] = final_price
@ Environment 916.3 most_cost_effective_country = min(final_prices, key=final_prices.get)

most_cost_effective_price = final_prices[most_cost_effective_country]
print(most_cost_effective_country, most_cost_effective_price)

[... interactions omitted (look up shipping cost and calculate final price) ...]
Action Text: lookup_rates, Japan Re-use ‘min’ Function from Existing
JSON: {"tool": “"lookup_rates”, "country": "Japan" @Environment 1.1 8.19 Software Infrastructures (Python library)
[... interactions omitted (calculate final price for all other countries)...]
Responee The most cost-effective country to purchase the smartphone model is Japan Response The most cost-effective country to purchase the smartphone model is Japan
) Resp with price 984.80 in USD. ) Resp with price 904.8@ in USD.

[Wang et al., Executable Code Actions Elicit Better LLM Agents. ICML 2024]



Tool Calls via Code

Tools via code provided best success rate with the fewest interaction turns.

gpt-4-1106-preview
gpt-4-0613
claude-2
gpt-3.5-turbo-0613
gpt-3.5-turbo-1106
gemini-pro
text-davinci-003
Llama-2-70b-chat-hf

Success Rate (%)

Action Mode
Code as Action
JSON as Action
Text as Action

Average Number of Interaction Turns

0

10

20

30

40

50

60 70

5 6 7 8 9 10

Figure 1: Comparison between CodeAct and Text / JSON as action. (top) Illustrative example comparing different actions.

(bottom) Quantitative results on M3ToolEval (§2.3).

[Wang et al., Executable Code Actions Elicit Better LLM Agents. ICML 2024]



Learning Single-step Tool Calls

Training a policy for single-step tool calls. Main contribution: large dataset of API tool uses,
model tries and filters different tool uses, and trains on successful ones.

1 2 3 LM Dataset
tMDataset = gampleAPICalls  ~ ExecuteAPICalls  Filter API Calls " with API Calls
X ., = Pittsburghis c;t = What other name is r! = Steel City L(c! — Steel City) x" = Pittsburgh is
" also known as Pittsburgh known by? <min(L(c! — g), L () also known as
_ [QA(What ...2
X, , = the Steel City c;> = Which country is r2 = United States L (c;>— United States) — Steel City)]
Pittsburgh in? min(L(c? — €), L,(€)) the Steel City.

Figure 2: Key steps in our approach, illustrated for a question answering tool: Given an input text x, we first
sample a position i and corresponding API call candidates c;,c?,...,cF. We then execute these API calls and

filter out all calls which do not reduce the loss L; over the next tokens. All remaining API calls are interleaved
with the original text, resulting in a new text x*.

I I I multisensory
[Schick et al., Toolformer: Language Models can Teach Themselves to Use Tools. NeurIPS 2023] intelligence



Multi-step Reasoning with Tools

ToolLLM extends single-step tool calls to multi-step reasoning + tool use and significantly
scales the number of tools supported. RapidAPI dataset of tool hierarchies.

4 i ) Data Construction & Train & _—@ )
———————— =( omD-
’"5""“'0" Sofutfon Path | APl Retriever  Retrieved APIs
Coﬂect;on Generat:on Annotation T [ ] ,
/) Instructi %
. Instructlons & relevant APls nstruction ( 2
i - ToolBench [Final Answer] e
Q Ropic» 5——@ ( 3 Q} Fe
p— E: apidari
\ RapidAPI API Retriever TooILLaMA LLaMA 8=>] ToolEval )

Figure 1: Three phases of constructing ToolBench and how we train our API retriever and ToolLLaMA.
During inference of an instruction, the API retriever recommends relevant APIs to ToolLLaMA, which performs
multiple rounds of API calls to derive the final answer. The whole reasoning process is evaluated by ToolEval.

[Qin et al., ToolLLM: Facilitating Large Language Models to Master 16000+ Real-world APIs. ICLR 2024]



Skills from Shared Task Structure

Tools: A task-specific atomic action that the agent can execute. e.g., searching for a specific paper from
a database and retrieving into context.

Skills: A task-agnostic reusable procedure as part of completing a task. Often combines reasoning and
multiple tool calls. e.g., a comprehensive literature search, clustering themes, writing a summary.

SHARED SEARCH PROCEDURE TASK-SPECIFIC FINISH

find ) i
TASK 1 goto fill("sony click open Sony Add to
Add Sony headphones to my — search - iy - . .
- store headphones") Search result Wish List
wish list box

find : . :
TAsKz goto fill("wireless click read result report
Find the wireless keyboard t — search kevb ds") - S h . - L
price range store box eyboards earc prices min—-max

Lots of structure recurs in agent tasks.

[credit: CMU Al Agents course fall 2026: https://www.cmu-agents.com/]



Skills as Text vs Skills as Code

Text + examples Code
Task: Search for gaming accessories within a date def search_product(search_box_id: str, query: str):
Search for a product using the search box.
range Args:
Actk)ntrajectory: search_box_id: ID of the search input field
) ) query: Search query string to enter
click(1274) # Navigate to the Video Games category Returns:
fill(473, {search_terms}) #Entersearchterms . Nme_
xamples:

including product name and year search_product('595",
click(478) # Execute the search

'sony bluetooth headphones')

click(search_box_id)
fill(search_box_id, query)

+ Flexible: a hint the agent interprets and adapts to the keyboard_press( ‘Enter’)

inf £i
page infrontorit I search_product('595', 'Macbook') Usable as a tool
- Manual: the agent still issues every low-level action itself,

copying and modifying + Testable: run it before storing it

4

Hierarchical: skills call skills

+ Efficient: one call replaces many model steps

Rigid: does exactly what it says, even on a page that has changed

I I I multisensory
[Wang et al., Inducing Programmatic Skills for Agentic Tasks. COLM 2025] intelligence



Skills as Abstract Classes in Code

PolySkill Abstract Class PolySkill Implementation
: P " n : : class AmazonWebsite(AbstractShoppingSite):
# The Abstract Domain Class, defining a "schema" for shopping sites. def search_product(self, query: str): amazon

class AbstractShoppingSite: click(search_bar_id)
def search_product(self, query: str): fill(search_bar_id, query)
""“Searches for a product.""" keyboard_press('Enter")

def add_to_cart(self, item_id: str, quantity: int): def add_to_cart(self, item id: str, quantity: int):
nnnAdds a Specified .Ltem to the ShOpp'i.ng Cart-""" cltck(add_to_cart_button_td)

def checkout(self):

def checkout(self): “u“NOTE: Implements checkout as a composite action: first

"""Initiates the checkout process.""" cart, then clicks checkout."""
self.view_cart()
HH e click(checkout_button_1id)
## Compositional Skills
oo
class TargetWebsite(AbstractShoppingSite):
def find_and_add_to_cart(self, query: str, item_id: str): def sgarch_product(self, qug,'fy:gstr): @TARGET
"""Searches for a product and adds it to the cart.""" fill(search_bar_id, query)
self.search_product(query) click(search_button_id)
self.add_to_cart(item_id)
def add_to_cart(self, item_id: str, quantity: int = 1):
def purchase_item(self, query: str, item_id: str): click(add_button_id)
"""Finds a specific product, adds it to the cart, and starts fill(quantity_bar_id, quantity)
checkout."""® click(add_to_cart_button_id)
self.find_and_add_to_cart(query, item_id)
self.checkout() def checkout(self):

click(checkout_button_id)

I multisensory

[Yu et al., PolySkill: Learning Generalizable Skills Through Polymorphic Abstraction for Continual Learning. ICLR 2026] intelligence



Skill Learning from Memory Trajectories

Common workflows (i.e., sequences of skills), can be learned from past
successful and failed trajectories, and stored in memory.

Wh dered
| | | ordorsorses L2

Environment Ve

action

t ~
state s U Agent pl{

observation LM
Backbone

Step 1. Obtain Actions (annotate/generate/...)

tntegrate imnto

Step 3. Induce Workflows

< Workflow Description d
IHe1ory This workflow aims to find an
customer order with specified ID.

% Workflow Trajectory

Pr4| now terminate the task.
[action] stop()

# I need to click the “Orders” link to see all orders.
click(“126") # id of the button

# 1 need to find order 0130 in the current page.
scroll(0, 200)

# The current page shows order 0130.
send_msg_to_user(“Emma Lopez”)

stop()

Step 2.
Trajectory Evaluation

— Query solved correctly?

pass _

[Wang et al., Agent Workflow Memory. ICML 2025]

[env desc] The current page shows..
[reason] I need to click “Orders” to..
[action] click(“order-link-id”)

[env desc] Order{ld} i;shown.
[reason] Order {id} is found, I will

SAA

ON

H

multisensory
intelligence



Skill Learning from Memory Trajectories

ceann (Jude s

INDUCTION PROMPT FROM AGENT WORKFLOW MEMORY

Given a list of web navigation tasks, your task is to extract the common workflows.

Each given task contains a natural language instruction, and a series of actions
to solve the task. You need to find the repetitive subset of actions across
multiple tasks, and extract each of them out as a workflow.

Each workflow should be a commonly reused sub-routine of the tasks. Do not
generate similar or overlapping workflows. Each workflow should have at least
two steps. Represent the non-fixed elements (input text, button strings) with
descriptive variable names as shown in the example.

I I I multisensory
[Wang et al., Agent Workflow Memory. ICML 2025] intelligence



Skill Library

Combines several ideas: automatic curriculum generation, environment interaction and
feedback, tool use, skill induction, stored in library (memory).

Automatic Curriculum Iterative Prompting Mechanism Skill Library

async function combatZombie(bot) {
// Equip a weapon
const sword = bot.inventory.findInventoryItem(
mcData.itemsByName["stone_sword"].id);
if (sword) {
await bot.equip(sword, "hand");}

Mine Wood Log
Make Crafting Table
Craft Stone Sword

else {
New await craftStoneSword(bot);} .eeeame--. f Skill ’ Make Furnace

Combat

Task // Craft and equip a shield Retrieval )
’ Craft Shield
Zombie

await craftShield(bot);  e-seeeeeeeceeen. . -—
Cook Steak

el L

Mine Wood Log

Combat Zombie
Env Feedback Code as Refine Program

Execution Errors Actions Q

Mine Diamond Update
Exploration
Progress

Q Add New Skill

Environment Self-Verification

I multisensory

[Wang et al., Voyager: An Open-Ended Embodied Agent with Large Language Models. TMLR 2024] intelligence
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I I I multisensory
[Wang et al., Voyager: An Open-Ended Embodied Agent with Large Language Models. TMLR 2024] intelligence



Meta-Harness

LLMs optimizing text/code often Method History Log content Mtok/iter »
use short summaries, scalar scores,

some past candidates. Self-Refine Last output + self-generated critique 0.001
OPRO Window past (solution, score) pairs 0.002
Harnesses are more complex! TextGrad Last LLM textual gradient 0.015
Meta-Harness proposer uses a MIPRO Summary bootstrapped program traces 0.003
filesystem with full source code,
scores, and prior execution traces. AlphaEvolve Window program database + eval. scores 0.022
GEPA Summary rollout traces (reasoning + tools) 0.008
Claude Code proposer reads Feedback Descent Summary pairwise comparison + feedback 0.012
Via grep & cat (1OM tokens of TTT-Discover Window prev. solution fragment 0.026
feedback vs 26K for prior methods).
Meta-Harness Full all logs and scores 10.0

Proposer can trace a failure back to

the speciﬁc harness decision. Context available per optimization step. Mtok/iter = estimated context per evaluation in each paper's largest setting.
Hover a row for details.

I I I multisensory
[Lee et al., Meta-Harness: End-to-End Optimization of Model Harnesses. COLM 2026] intelligence



Meta-Harness

A unifying framework represented as file systems, fully optimized through code.
Optimizes prompts, RAG systems, skills, tools, memory, full program loops.

Agent w/ Filesystem Access Proposes

o=8

—_—

LLM Execution

Filesystem w/
All Experience

J

[ Context Compiler ]

= AR
= [s]a]e]

Proposed Reasoning Scores
Code Traces

Execution Logs

=

Training Tasks

[Lee et al., Meta-Harness: End-to-End Optimization of Model Harnesses. COLM 2026]

/ rproposed_compiler.py

def construct_prompt():

[

[

[

def update_state():

[

[

[

H

multisensory
intelligence



Meta-Harness

Use case 1: Evolving a harness for text classification

Harness Optimizer Search Progress

Meta-Harness
>
U 50
c
o TTT-Di
g 45 — -piscover
o — OpenEvolve
GL) T P A — ,_/ ——————————————————————————————————————— ACE
o
el
0n
g 35 Few-shot
Zero-shot
30 -
| | | |
0 10 20 30 40

Harness Evaluations
I I I multisensory
[Lee et al., Meta-Harness: End-to-End Optimization of Model Harnesses. COLM 2026] intelligence



Meta-Harness

Use case 2: Evolving RAG harness for scientific research, context used for math reasoning

Method GPT-54n1r  GPT-54m~  Gem-3.1FL®™ Gem-3Ft  GPT-20B1 Avg

No Retriever 23.0 28.8 28.6 42.6 47.6 34.1

Random Few- 32.2
23.1(+0.1) 24.5 (-4.3) 31.0 (+2.4) 40.4 (-2.2) 41.8 (-5.8)

shot (-1.9)

. 37.5

BM25 Retrieval 30.2 (+7.2) 29.2 (+0.4) 32.8 (+4.2) 46.6 (+4.0) 48.9 (+1.3) (+3.)

+3.4

Meta-Harness 38.8
31.7 (+8.7) 30.4 (+1.6) 34.9 (+6.3) 46.3 (+3.7) 50.6 (+3.0)

(Ours) (+4.7)

_ I I I multisensory
[Lee et al., Meta-Harness: End-to-End Optimization of Model Harnesses. COLM 2026] intelligence



Meta-Harness

Use case 3: Agentic coding with long-horizon autonomous execution + verification loop

Claude Opus 4.6 Pass % Claude Haiku 4.5 Pass %
Claude Code 58.0 OpenHands 13.9
Terminus 2 62.9 Claude Code 27.5
Mux 66.5 Terminus 2 28.3
Factory Droid 69.9 Mini-SWE-Agent 29.8
TongAgents 71.9 Terminus-KIRA 33.7
MAYA-V2 721 Goose 35.5
Terminus-KIRA 74.7 Meta-Harness (Ours) 37.6
Capy 75.3

Meta-Harness (Ours) 76.4

I I I multisensory
[Lee et al., Meta-Harness: End-to-End Optimization of Model Harnesses. COLM 2026] intelligence



Summary of Harnesses

What is stored
A

feedback

skills

trajectories

How it’s semantic facts
represented il » Where it’s stored
representations multimodal structured text parameters context external
retrieve
adapt
compose

transfer . I I I _
vy Howiit’s reused | | multisensory
intelligence



Summary of Harnesses

Eg. In a coding agent harness

Episode/trajectory: state, action, next state, next action (e.g., good debugging examples)
Feedback: rewards, critiques, human preferences (e.g., user prioritizes clean code)
Facts: semantic knowledge (e.g., sorting function has certain complexity)

Tools: task-specific atomic (external) action (e.g., running python interpreter)

Skills: task-agnostic reusable procedure (e.g., use gdb to debug)

Artifacts: generated pr optimized outputs (e.g., generated code)

Plans: decomposed tasks and sub-goals (e.g., read requirements, write, modularize)
Experience: often used vaguely, encompasses trajectories, feedback, skills

I I I!'nulti_sensurr
intelligence



Summary of Harnesses

My favorite methods out of the ones covered today:

MEM?1: treat memory as internal state in context autonomously updated by LLM
CLM: treat entire context as persistent file autonomously maintained and rewritten by LLM
Meta-Harness: treat entire harness as a file system autonomously modified by LLM

What's common about all these methods?
- Simple, no hand engineering, end-to-end

- New paradigm that generalizes what can be autonomously optimized
(memory -> context -> harness)

- Scalable results for zero-shot, in-context prompting, fine-tuning

I I I!'nulti_sensurr
intelligence
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